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Figure 1-2. �e machine learning approach

What if spammers notice that all their emails containing “4U” are blocked? They
might start writing “For U” instead. A spam filter using traditional programming
techniques would need to be updated to flag “For U” emails. If spammers keep
working around your spam filter, you will need to keep writing new rules forever.

In contrast, a spam filter based on machine learning techniques automatically notices
that “For U” has become unusually frequent in spam flagged by users, and it starts
flagging them without your intervention (Figure 1-3).

Figure 1-3. Automatically adapting to change

Another area where machine learning shines is for problems that either are too com‐
plex for traditional approaches or have no known algorithm. For example, consider
speech recognition. Say you want to start simple and write a program capable of
distinguishing the words “one” and “two”. You might notice that the word “two” starts
with a high-pitch sound (“T”), so you could hardcode an algorithm that measures
high-pitch sound intensity and use that to distinguish ones and twos—but obviously
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novelty detection algorithm should not treat new pictures of Chihuahuas as novelties.
On the other hand, anomaly detection algorithms may consider these dogs as so rare
and so different from other dogs that they would likely classify them as anomalies (no
offense to Chihuahuas).

Figure 1-10. Anomaly detection

Finally, another common unsupervised task is association rule learning, in which the
goal is to dig into large amounts of data and discover interesting relations between
attributes. For example, suppose you own a supermarket. Running an association rule
on your sales logs may reveal that people who purchase barbecue sauce and potato
chips also tend to buy steak. Thus, you may want to place these items close to one
another.

Semi-supervised learning
Since labeling data is usually time-consuming and costly, you will often have plenty
of unlabeled instances, and few labeled instances. Some algorithms can deal with data
that’s partially labeled. This is called semi-supervised learning (Figure 1-11).

Figure 1-11. Semi-supervised learning with two classes (triangles and squares): the
unlabeled examples (circles) help classify a new instance (the cross) into the triangle class
rather than the square class, even though it is closer to the labeled squares

14 | Chapter 1: The Machine Learning Landscape

















































































indicates the value below which a given percentage of observations in a group of
observations fall. For example, 25% of the districts have a housing_median_age lower
than 18, while 50% are lower than 29 and 75% are lower than 37. These are often
called the 25th percentile (or first quartile), the median, and the 75th percentile (or
third quartile).

Another quick way to get a feel of the type of data you are dealing with is to plot a
histogram for each numerical attribute. A histogram shows the number of instances
(on the vertical axis) that have a given value range (on the horizontal axis). You can
either plot this one attribute at a time, or you can call the hist() method on the
whole dataset (as shown in the following code example), and it will plot a histogram
for each numerical attribute (see Figure 2-8):

import matplotlib.pyplot as plt

housing.hist(bins=50, figsize=(12, 8))
plt.show()

Figure 2-8. A histogram for each numerical attribute
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from sklearn.metrics.pairwise import rbf_kernel

age_simil_35 = rbf_kernel(housing[["housing_median_age"]], [[35]], gamma=0.1)

Figure 2-18 shows this new feature as a function of the housing median age (solid
line). It also shows what the feature would look like if you used a smaller gamma value.
As the chart shows, the new age similarity feature peaks at 35, right around the spike
in the housing median age distribution: if this particular age group is well correlated
with lower prices, there’s a good chance that this new feature will help.

Figure 2-18. Gaussian RBF feature measuring the similarity between the housing
median age and 35

So far we’ve only looked at the input features, but the target values may also need
to be transformed. For example, if the target distribution has a heavy tail, you may
choose to replace the target with its logarithm. But if you do, the regression model
will now predict the log of the median house value, not the median house value itself.
You will need to compute the exponential of the model’s prediction if you want the
predicted median house value.

Luckily, most of Scikit-Learn’s transformers have an inverse_transform() method,
making it easy to compute the inverse of their transformations. For example, the
following code example shows how to scale the labels using a StandardScaler (just
like we did for inputs), then train a simple linear regression model on the resulting
scaled labels and use it to make predictions on some new data, which we transform
back to the original scale using the trained scaler’s inverse_transform() method.
Note that we convert the labels from a Pandas Series to a DataFrame, since the
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14 This is just for illustrative purposes. SVMs are generally not good base predictors for AdaBoost; they are slow
and tend to be unstable with it.

For example, when training an AdaBoost classifier, the algorithm first trains a base
classifier (such as a decision tree) and uses it to make predictions on the training set.
The algorithm then increases the relative weight of misclassified training instances.
Then it trains a second classifier, using the updated weights, and again makes predic‐
tions on the training set, updates the instance weights, and so on (see Figure 7-7).

Figure 7-8 shows the decision boundaries of five consecutive predictors on the
moons dataset (in this example, each predictor is a highly regularized SVM classifier
with an RBF kernel).14 The first classifier gets many instances wrong, so their weights
get boosted. The second classifier therefore does a better job on these instances, and
so on. The plot on the right represents the same sequence of predictors, except that
the learning rate is halved (i.e., the misclassified instance weights are boosted much
less at every iteration). As you can see, this sequential learning technique has some
similarities with gradient descent, except that instead of tweaking a single predictor’s
parameters to minimize a cost function, AdaBoost adds predictors to the ensemble,
gradually making it better.

Figure 7-7. AdaBoost sequential training with instance weight updates
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Scikit-Learn also offers two classes that can propagate labels
automatically: LabelSpreading and LabelPropagation in the
sklearn.semi_supervised package. Both classes construct a simi‐
larity matrix between all the instances, and iteratively propagate
labels from labeled instances to similar unlabeled instances. There’s
also a very different class called SelfTrainingClassifier in the
same package: you give it a base classifier (such as a RandomForest
Classifier) and it trains it on the labeled instances, then uses it to
predict labels for the unlabeled samples. It then updates the train‐
ing set with the labels it is most confident about, and repeats this
process of training and labeling until it cannot add labels anymore.
These techniques are not magic bullets, but they can occasionally
give your model a little boost.

Active Learning
To continue improving your model and your training set, the next step could be to
do a few rounds of active learning, which is when a human expert interacts with
the learning algorithm, providing labels for specific instances when the algorithm
requests them. There are many different strategies for active learning, but one of the
most common ones is called uncertainty sampling. Here is how it works:

1. The model is trained on the labeled instances gathered so far, and this model is1.
used to make predictions on all the unlabeled instances.

2. The instances for which the model is most uncertain (i.e., where its estimated2.
probability is lowest) are given to the expert for labeling.

3. You iterate this process until the performance improvement stops being worth3.
the labeling effort.

Other active learning strategies include labeling the instances that would result in
the largest model change or the largest drop in the model’s validation error, or the
instances that different models disagree on (e.g., an SVM and a random forest).

Before we move on to Gaussian mixture models, let’s take a look at DBSCAN,
another popular clustering algorithm that illustrates a very different approach based
on local density estimation. This approach allows the algorithm to identify clusters of
arbitrary shapes.

278 | Chapter 9: Unsupervised Learning Techniques





























Figure 9-20. AIC and BIC for di�erent numbers of clusters k

Bayesian Gaussian Mixture Models
Rather than manually searching for the optimal number of clusters, you can use
the BayesianGaussianMixture class, which is capable of giving weights equal (or
close) to zero to unnecessary clusters. Set the number of clusters n_components to
a value that you have good reason to believe is greater than the optimal number of
clusters (this assumes some minimal knowledge about the problem at hand), and the
algorithm will eliminate the unnecessary clusters automatically. For example, let’s set
the number of clusters to 10 and see what happens:

>>> from sklearn.mixture import BayesianGaussianMixture
>>> bgm = BayesianGaussianMixture(n_components=10, n_init=10, random_state=42)
>>> bgm.fit(X)
>>> bgm.weights_.round(2)
array([0.4 , 0.21, 0.4 , 0.  , 0.  , 0.  , 0.  , 0.  , 0.  , 0.  ])

Perfect: the algorithm automatically detected that only three clusters are needed, and
the resulting clusters are almost identical to the ones in Figure 9-16.

A final note about Gaussian mixture models: although they work great on clusters
with ellipsoidal shapes, they don’t do so well with clusters of very different shapes.
For example, let’s see what happens if we use a Bayesian Gaussian mixture model to
cluster the moons dataset (see Figure 9-21).

Oops! The algorithm desperately searched for ellipsoids, so it found eight different
clusters instead of two. The density estimation is not too bad, so this model could
perhaps be used for anomaly detection, but it failed to identify the two moons. To
conclude this chapter, let’s take a quick look at a few algorithms capable of dealing
with arbitrarily shaped clusters.
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1 You can get the best of both worlds by being open to biological inspirations without being afraid to create
biologically unrealistic models, as long as they work well.

CHAPTER 10

Introduction to Arti�cial Neural
Networks with Keras

Birds inspired us to fly, burdock plants inspired Velcro, and nature has inspired
countless more inventions. It seems only logical, then, to look at the brain’s architec‐
ture for inspiration on how to build an intelligent machine. This is the logic that
sparked arti�cial neural networks (ANNs), machine learning models inspired by the
networks of biological neurons found in our brains. However, although planes were
inspired by birds, they don’t have to flap their wings to fly. Similarly, ANNs have
gradually become quite different from their biological cousins. Some researchers
even argue that we should drop the biological analogy altogether (e.g., by saying
“units” rather than “neurons”), lest we restrict our creativity to biologically plausible
systems.1

ANNs are at the very core of deep learning. They are versatile, powerful, and scalable,
making them ideal to tackle large and highly complex machine learning tasks such
as classifying billions of images (e.g., Google Images), powering speech recognition
services (e.g., Apple’s Siri), recommending the best videos to watch to hundreds of
millions of users every day (e.g., YouTube), or learning to beat the world champion at
the game of Go (DeepMind’s AlphaGo).

The first part of this chapter introduces artificial neural networks, starting with a
quick tour of the very first ANN architectures and leading up to multilayer percep‐
trons, which are heavily used today (other architectures will be explored in the next
chapters). In the second part, we will look at how to implement neural networks
using TensorFlow’s Keras API. This is a beautifully designed and simple high-level
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Figure 10-8. Activation functions (le�) and their derivatives (right)

OK! You know where neural nets came from, what their architecture is, and how to
compute their outputs. You’ve also learned about the backpropagation algorithm. But
what exactly can you do with neural nets?

Regression MLPs
First, MLPs can be used for regression tasks. If you want to predict a single value
(e.g., the price of a house, given many of its features), then you just need a single
output neuron: its output is the predicted value. For multivariate regression (i.e., to
predict multiple values at once), you need one output neuron per output dimension.
For example, to locate the center of an object in an image, you need to predict 2D
coordinates, so you need two output neurons. If you also want to place a bounding
box around the object, then you need two more numbers: the width and the height of
the object. So, you end up with four output neurons.

Scikit-Learn includes an MLPRegressor class, so let’s use it to build an MLP with three
hidden layers composed of 50 neurons each, and train it on the California housing
dataset. For simplicity, we will use Scikit-Learn’s fetch_california_housing() func‐
tion to load the data. This dataset is simpler than the one we used in Chapter 2,
since it contains only numerical features (there is no ocean_proximity feature), and
there are no missing values. The following code starts by fetching and splitting the
dataset, then it creates a pipeline to standardize the input features before sending
them to the MLPRegressor. This is very important for neural networks because they
are trained using gradient descent, and as we saw in Chapter 4, gradient descent
does not converge very well when the features have very different scales. Finally, the
code trains the model and evaluates its validation error. The model uses the ReLU
activation function in the hidden layers, and it uses a variant of gradient descent
called Adam (see Chapter 11) to minimize the mean squared error, with a little bit of
ℓ2 regularization (which you can control via the alpha hyperparameter):

From Biological to Arti�cial Neurons | 313
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11 Alex Krizhevsky et al., “ImageNet Classification with Deep Convolutional Neural Networks”, Proceedings of
the 25th International Conference on Neural Information Processing Systems 1 (2012): 1097–1105.

several other minor differences that don’t really matter much, but in case you are
interested, they are listed in this chapter’s notebook at https://homl.info/colab3. Yann
LeCun’s website also features great demos of LeNet-5 classifying digits.

AlexNet
The AlexNet CNN architecture11 won the 2012 ILSVRC challenge by a large margin:
it achieved a top-five error rate of 17%, while the second best competitor achieved
only 26%! AlexaNet was developed by Alex Krizhevsky (hence the name), Ilya Sutsk‐
ever, and Geoffrey Hinton. It is similar to LeNet-5, only much larger and deeper, and
it was the first to stack convolutional layers directly on top of one another, instead of
stacking a pooling layer on top of each convolutional layer. Table 14-2 presents this
architecture.

Table 14-2. AlexNet architecture

Layer Type Maps Size Kernel size Stride Padding Activation
Out Fully connected – 1,000 – – – Softmax

F10 Fully connected – 4,096 – – – ReLU

F9 Fully connected – 4,096 – – – ReLU

S8 Max pooling 256 6 × 6 3 × 3 2 valid –

C7 Convolution 256 13 × 13 3 × 3 1 same ReLU

C6 Convolution 384 13 × 13 3 × 3 1 same ReLU

C5 Convolution 384 13 × 13 3 × 3 1 same ReLU

S4 Max pooling 256 13 × 13 3 × 3 2 valid –

C3 Convolution 256 27 × 27 5 × 5 1 same ReLU

S2 Max pooling 96 27 × 27 3 × 3 2 valid –

C1 Convolution 96 55 × 55 11 × 11 4 valid ReLU

In Input 3 (RGB) 227 × 227 – – – –

To reduce overfitting, the authors used two regularization techniques. First, they
applied dropout (introduced in Chapter 11) with a 50% dropout rate during training
to the outputs of layers F9 and F10. Second, they performed data augmentation by
randomly shifting the training images by various offsets, flipping them horizontally,
and changing the lighting conditions.

CNN Architectures | 499
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Figure 16-7. Neural machine translation using an encoder–decoder network with an
attention model

But where do these α(t,i) weights come from? Well, they are generated by a small
neural network called an alignment model (or an attention layer), which is trained
jointly with the rest of the encoder–decoder model. This alignment model is illustra‐
ted on the righthand side of Figure 16-7. It starts with a Dense layer composed of a
single neuron that processes each of the encoder’s outputs, along with the decoder’s
previous hidden state (e.g., h(2)). This layer outputs a score (or energy) for each
encoder output (e.g., e(3, 2)): this score measures how well each output is aligned
with the decoder’s previous hidden state. For example, in Figure 16-7, the model
has already output “me gusta el” (meaning “I like”), so it’s now expecting a noun:
the word “soccer” is the one that best aligns with the current state, so it gets a high
score. Finally, all the scores go through a softmax layer to get a final weight for
each encoder output (e.g., α(3,2)). All the weights for a given decoder time step add
up to 1. This particular attention mechanism is called Bahdanau attention (named
after the 2014 paper’s first author). Since it concatenates the encoder output with
the decoder’s previous hidden state, it is sometimes called concatenative attention (or
additive attention).

606 | Chapter 16: Natural Language Processing with RNNs and Attention
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APPENDIX B

Autodi�

This appendix explains how TensorFlow’s autodifferentiation (autodiff) feature
works, and how it compares to other solutions.

Suppose you define a function f(x, y) = x2y + y + 2, and you need its partial derivatives
∂f/∂x and ∂f/∂y, typically to perform gradient descent (or some other optimization
algorithm). Your main options are manual differentiation, finite difference approxi‐
mation, forward-mode autodiff, and reverse-mode autodiff. TensorFlow implements
reverse-mode autodiff, but to understand it, it’s useful to look at the other options
first. So let’s go through each of them, starting with manual differentiation.

Manual Di�erentiation
The first approach to compute derivatives is to pick up a pencil and a piece of paper
and use your calculus knowledge to derive the appropriate equation. For the function
f(x, y) just defined, it is not too hard; you just need to use five rules:

• The derivative of a constant is 0.•
• The derivative of λx is λ (where λ is a constant).•
• The derivative of xλ is λxλ – 1, so the derivative of x2 is 2x.•
• The derivative of a sum of functions is the sum of these functions’ derivatives.•
• The derivative of λ times a function is λ times its derivative.•
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Colophon
The animal on the cover of Hands-On Machine Learning with Scikit-Learn, Keras,
and TensorFlow is the fire salamander (Salamandra salamandra), an amphibian found
across most of Europe. Its black, glossy skin features large yellow spots on the head
and back, signaling the presence of alkaloid toxins. This is a possible source of this
amphibian’s common name: contact with these toxins (which they can also spray
short distances) causes convulsions and hyperventilation. Either the painful poisons
or the moistness of the salamander’s skin (or both) led to a misguided belief that these
creatures not only could survive being placed in fire but could extinguish it as well.

Fire salamanders live in shaded forests, hiding in moist crevices and under logs near
the pools or other freshwater bodies that facilitate their breeding. Though they spend
most of their lives on land, they give birth to their young in water. They subsist
mostly on a diet of insects, spiders, slugs, and worms. Fire salamanders can grow up
to a foot in length, and in captivity may live as long as 50 years.

The fire salamander’s numbers have been reduced by destruction of their forest habi‐
tat and capture for the pet trade, but the greatest threat they face is the susceptibility
of their moisture-permeable skin to pollutants and microbes. Since 2014, they have
become extinct in parts of the Netherlands and Belgium due to an introduced fungus.

Many of the animals on O’Reilly covers are endangered; all of them are important
to the world. The cover illustration is by Karen Montgomery, based on an engraving
from Wood’s Illustrated Natural History. The cover fonts are URW Typewriter and
Guardian Sans. The text font is Adobe Minion Pro; the heading font is Adobe Myriad
Condensed; and the code font is Dalton Maag’s Ubuntu Mono.
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